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I:CLOUD1-I:CLOUD4 detectors
Observation 1: The new diamond-based beam-pipe coating seems to be doing well so far. The steel-located RFA (I:CLOUD1) are seeing much higher signals than the otherwise similar coating-located RFAs (I:CLOUD3). 
Project 1: Michael Backfish’s thesis demonstrates a path forward in comparing the beampipe materials, by describing a similar analysis for amorphous-carbon coating. Michael Backfish’s thesis also demonstrates lessons learned from that analysis and there may be ways to improve it.
1) Before going off and investing too much in new methodology, we should make sure we can conduct the same kind of analysis as Michael Backfish’s thesis describes for amorphous carbon. We changed the datalogging time to reflect the current maxima of ECLOUD peaks. Going forward, we need to monitor the ECLOUD signals over the course of the ramp cycle and change the datalogger whenever the maxima changes. In addition we need to make sure all this data is exported before it is overwritten by Acnet.
2) There are known issues with only recording the maxima of the ECloud over the course of the ramp cycle. Due to timing jitter, the value recorded is not always the maximum. The statistical variation in just maximum point must be larger than the statistical variation in the integrated signal. No information about the ECloud shape or the value at any other point of interest (say transition) is retained.
2a) Two temporary solutions were introduced to address this problem. The first temporary solution is to datalog the I:CLOUD signals at 15Hz and to periodically export some sample data to study how the maxima relates to the overall signal shape. 15 Hz is not very detailed information for just one cycle, so multiple cycles have to be combined to get an accurate picture of the shape – this means controlling for confounding variables such as intensity by only combining cycles with similar intensity. The second temporary solution is record ROOT data twice a day using Phil Adamson’s program. Twice a day isn’t very frequent sampling but the fact that it occurs automatically adds some consistency to our ability to use it. Phil Adamson’s program still doesn’t log I:BLMON and we need to get him to change it as soon as possible.
2b) A permanent solution would be to modify Phil Adamson’s program so that it summarizes the information better than Acnet but doesn’t take up as much space as storing the entire traces. Doing this would enable more ideal data collection – consistent rate of data collection, frequent enough data collection to be effective,  pre-organizing the data for analysis. I’ve done considerable work already prototyping this data collection system by analyzing the archived ROOT data-files. It fills a multi-dimensional histogram with ECloud traces over the course of ramp cycle, accounting for confounding variables and filtering out bad data. It compresses the 2D (time, amplitude) histogram into a 1D Profile plot (average amplitude over time) and then compresses the profile plot by recording key properties (right now integrated value and maximum value, also considering “transition” max, width, and baseline value). I need to revisit my prototype, include I:BLMON in it, and implement it directly into Phil Adamson’s program. Ideally it would be best to transfer ownership of the program so we don’t need to go through Phil Adamson to make changes and Phil Adamson doesn’t have to lose time to it. This transfer would be both digital and practical – the program needs to be relocated to a place where it can be run without Phil Adamson’s permission and it needs to be well-understood enough that changes can be mostly made without consulting Phil Adamson.
3) Michael Backfish wrote a script to cycle through screen voltages in order to gather data on the energy of particles that make up the ECLOUD. There are small modifications that can be made to improve the script, for example, an automatic pause if the beam is lost. Preliminary data has already been taken using this program and needs to be analyzed. Michael Backfish has a technique described in his thesis which works but also found that it seemed to be lacking in resolution. We’ve identified two steps to improve resolution. The first step is to take more data and to take more detailed data. The main idea we’ve identified is to run Phil Adamson’s (current) code for several different screen voltage values. The second step is to analyze the effect of intensity with the effect of screen-voltage. If the two variables are actually independent we can increase the statistics by fitting two-dimensional data (i.e. combining data by controlling for the differences or constraining the 1D fits based off the results of the other fits). If the two variables are not independent we can provide it by looking at the residual plots of a 2D fit and then we can begin to develop a model of the intersectionality. Recording data with Phil Adamson’s code for different screen voltages also lets us identify how the energy distribution changes over the course of the ramp cycle. Qualitatively, we have already observed that the transition peak includes disproportionately more high-energy electrons and this fact informs us about that cause of it.
[bookmark: _GoBack]4) We are already running into the problem where the ECloud intensity is such that some RFAs (currently the EC1, EC2, and EC5) are being over-driven with the pre-amps. Therefore in order to make good use of this data it becomes important to identify a proxy to use. I was worried that it would be difficult to know when pre-amps are being used and when they aren’t – I’ve learned that you can tell whether or not the pre-amp is being used from the baseline (0 without preamp, -1 or -2 with pre-amp).
4a) If there is signal without the pre-amp then one idea is to use energy distribution as a proxy. Calculate the ratio of the measurement with low-voltage to the measurement with medium-voltage when there is no-preamp. Then calculate the ratio of the measurement with medium-voltage to the measurement with high-voltage when this is a preamp. This allows us to extrapolate the high-voltage data for measurements with no pre-amp and the low-voltage data for the measurements with a pre-amp. Data was already taken in this manner for I:CLOUD1 and is yet to be analyzed. Data should be taken for I:CLOUD5. Since amplification is independent of energy-distribution this is a really good proxy so long as the measurements are sufficiently close in date that the energy-distribution is the same. Right now we cannot do this for I:CLOUD2 because there is no signal when the pre-amps are removed. If we take data using I:CLOUD2 with higher screen voltage (as we are currently doing with I:CLOUD5) then this may enable us to extrapolate backwards in time if we enter a mode of running in which either the signal is no longer over-driven with amplification or the signal is present with no-amplification. However, any difference between the energy distribution then and now would be a confounding variable and this provides motivation for an understanding of how the energy distribution changes between different dates.
4b) I also had the idea for a different proxy based on the shape of the electron cloud signal over the course of the ramp cycle – either measure the width or pick a point in the cycle which is not overdriven when the rest of the signal is. I this would only be preferable if it turns out the energy distribution is actually highly variable. To lay the groundwork for this analysis, we simply need to record the shape of the ecloud signal with and without the pre-amp on. Existing data collections, mentioned Project 1 point 2, are probably sufficient to conduct this analysis if needed at a later date.

I:CLOUD5 detector
Observation 2: A chief difference between the I:CLOUD5 detector and the EC1-EC4 RFAs detectors is the strength and location of the magnetic field. IC5 is in an alcove which means the field from the dipole bus is less intense and the local field is at a slightly different direction.  Moreover it seems to be increasing over the entirety of the ramp cycle, which is consistent with the hypothesis that the “fall off” behavior of the IC1-IC4 RFAs is largely from changing magnetic field conditions.
Project 2: Can we consider the I:CLOUD5 signal to represent a “true” (i.e. magnet-independent) signal or is the effect just different there? Revisiting the EC1-EC4 detectors in light of the EC5 data, to what extend is the magnet effect mitigating electron cloud and to what extent is it just producing production bias? To answer these questions several steps can be taken:
1) Measure EC5 site with hall probe.
2) Calculate the expected magnetic fields from the current and location of nearby magnetic buses (& compare to analysis done by Michael Backfish for EC1-EC4).
3) Try to express these effects in terms of simulation data. This may involving using Paul Lebrun’s POSINST simulation results already conducted or making a new simulation analysis to tailor to this very specific situation. Maybe this is a job for Yichen*?
4) Can we (and do we need to) knob the magnetic field to better constrain the data? Consider introducing shielding or weak applied fields to gain more data-points.

Observation 3: Experimentally the ECloud RFA detectors seem to have a dependence on bunch length and theoretically it makes sense that they would. I:CLOUD5 is a particularly good detector for looking at this, since it is (presumably) less contaminated by magnet effects and we see variation in the signal that co-occurs with changes in bunch length.
Project 3: It would be good to understand the dependence of the ECLOUD on bunch length quantitatively and not just qualitatively:
1) How do cycle-to-cycle variations in I:BLMON affect the size and shape of the EC curves? A preliminary analysis should just try to look at I:BLMON at one point in the ramp cycle. Phil Adamson has indicated that it should be possible to conduct a study which would change the over-all bunch length but not the shape of the bunch-length cycle. It may be that “natural” variation is enough though. . A relation with the EC size can be established by correlating this to I:CLOUD5 at the same point as the I:BLMON data, at its maximum, or its integrated value.  To analyze how I:BLMON affects the shape I:CLOUD5 signal over the course of the ramp cycle, one method would be to sort data by bins of I:BLMON and use PCA analysis to find the dependence of principal components on I:BLMON values. Some data has already been taken that can be used to conduct this analysis so I can start work on this right away.
2) How does I:BLMON affect the energy-distribution of the ECloud? Take a large data set and try to analyze the energy distribution for different bins of I:BLMON values.
3) Are the theoretical effects of bunch-length on ECloud well-understood? Experimental data should be supported and understood through analytical calculation or simulation results. Is there already a suitable study in the ECloud literature? Yichen* for simulation support?

Big Picture
Project 4: Can we get to the point where the size , shape, and energy distribution of the ECLOUDs in the MI are completely understood? We have methods for studying the effects of the magnetic fields, the intensity, the conditioning/SEY, and bunch-length. To what extent are these effects intersectional? Do they actually add up to a complete understanding of what is happening with the ECLOUD at the Main Injector? Can we use such a model to provide a baseline comparison for what we expect to occur in ECloud when considering changes to the accelerator complex? Can such a model help us conduct a more direct analysis (say comparing beam-pipe materials or understanding conditioning) with a better signal-to-noise ratio?


*I can learn to do simulation work too and obviously Yichen can do other things than the projects I’m suggesting. I do know, however, that Yichen is young guy who has already invested some time in simulation efforts so maybe he has some interest.
